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Abstract. In this paper we propose features desirable of linear text
segmentation algorithms for the Information Retrieval dom ain, with em-
phasis on improving high similarity search of heterogeneous texts. We
proceed to describe a robust purely statistical method, based on context
overlap exploitation, that exhibits these desired feature s. Ways to auto-
matically determine its internal parameter of latent space dimensionality
are discussed and evaluated on a data set.

1 Introduction

Text segmentation has recently enjoyed increased researchfocus. Segmentation
algorithms aim to split a text document into contiguous blocks, calledsegments,
each of which covers a compact topic while consecutive blocks cover di�erent
topics. Applications include �nding topic boundaries in te xt transcriptions of
audio news, improving text navigation or intrinsic plagiar ism (or anomaly) de-
tection. It can also be used to improve Information Retrieval (henceforth IR)
performance, which is main target application for the method described in this
paper.

To see how text segmentation might improve IR performance, consider stan-
dard IR scenario. Here documents are transformed into Vector Space and index-
ing techniques are employed to allow e�cient exact and proximity queries. Given
the widely heterogeneous documents that a general IR systemmay expect, some
of these documents may be monothematic and compact, dealingwith a single
topic. Others can be a mixture of various topics, connected not thematically
but rather incidentally (for example, documents containing news agglomerated
by date, not topic). Some may cover multiple topics intentionally, such as com-
plex documents involving passages in di�erent languages. The problem here is
that once the documents are converted into Vector Space, allstructural infor-
mation is lost. The resulting document vector shifts away from any one topic
included in the original document. Still, user queries are typically monothematic
and in this way the chance of high similarity match between user query and
document vector decreases. This can result in missed hits. Thus having basic
retrieval blocks correspond to single topics rather than whole documents seems
like a methodologically sound step.
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1.1 Motivation

There are practical considerations that are important in real-world IR systems.
Driven by need to understand system's behaviour (especially unexpected be-
haviour) and ability to make extensions to the system duringdevelopment cycle,
it is advantageous to keep the system architecture as simple, clear and robust as
possible. Based on these concerns, three important properties of text segmenta-
tion for IR systems may be identi�ed:

1. Domain independence. As little external knowledge aboutdocument con-
tent as possible is required for segmentation. For large collections, even
semi-automatic techniques (i.e., techniques that requiresome kind of hu-
man intervention during segmentation process) are problematic.

2. Language independence. Although techniques for automatic language de-
tection exist, using separate algorithms for di�erent types of input data is
di�cult from maintenance point of view. An algorithm should ideally work
based solely on document content. Additionally it should beable to deal with
the case where input text is not a strictly well-behaved part of a language,
but rather a real-world document. An example is robustness towards com-
monly appearing inserted content such as small ASCII drawings, inserted
passages in di�erent languages, short tables, poorly OCR-ed documents and
so on.

3. Granularity. Desirable is an option that allows one to seta customizable level
of granularity as to what constitutes a \su�cient" topic shi ft. This allows
the system maintainer to set the segmentation policy, basedon expected
query granularity. There is no point clogging the system with many small
segments that are conceptually identical with respect to user interests, just
as it's no good to keep widely varying topics in one single document.

In addition to this list, technical aspects such as e�ectiveness are also im-
portant. Segmentation must perform well enough to allow text segmentation of
large documents in reasonable time. This limits our choicesto algorithms based
on readily identi�able surface cues, such as those based on text cohesion and
lexical repetition.

2 Existing methods

Di�erent text segments should more or less correspond to di�erent topics. Para-
graph breaks could be indicative of a topic shift. However, simply splitting at
new line breaks is problematic. In many documents the new line breaks are not
indicative of paragraphs, but rather of the place where textmeets right margin
of the page. This may be caused by OCR, certain text editors orretransmission
through e-mail clients. More sophisticated segmentation algorithms which take
into account document content are required.

An early linear segmentation algorithm called TextTiling i s due to Hearst [4].
The basic idea is to take note of lexical repetition. A windowof �xed length is
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being gradually slid through the text, and information about word overlap be-
tween the left and right part of the window is converted into digital signal. Shape
of the post-processed signal is used to determine segment breaks. Complexity
of this method is linear in the length of the document and requires virtually
no linguistic knowledge or tuning beyond the choice of parameters for window
size, step for window slide and segmentation threshold1. These features make
TextTiling a good candidate for IR purposes.

A more recent approach is that of Choi [1]. His C99 algorithm computes a
sentence similarity matrix (again using lexical cohesion), and applies ranking
to get rid of unreliable absolute values. Divisive clustering on the rank matrix
is applied to obtain �nal segmentation. Choi's results show that C99 is vastly
superior to the previous methods of Hearst, various modi�cations of Reynar's
maximization algorithm [9] and the Segmenter algorithm [5].

3 LSITiling

Our proposed algorithm, called LSITiling, is based on and extends Hearst's Text-
Tiling algorithm. It uses the same sliding window to obtain context similarity
signal, then analyses this signal to arrive at �nal segmentation. The di�erence lies
in what constitutes a context. Where TextTiling relies on text surface features of
character token units to determine context overlap, LSITiling uses context over-
lap in a conceptual space. The reasoning behind this enhancement is following:
segmentation aims at discerning individual topics. These may be vaguely de-
�ned as chunks of text pertaining a single idea. People, however, commonly use
di�erent words to express the same idea. Indeed, it is a recommended stylistic
guideline to change vocabulary and avoid lexical repetition. TextTiling (as well
as other algorithms) go a step in the direction of lexical independence by stem-
ming the text | that is, unifying tokens that share a common wo rd stem. Apart
from failing point two of our three point wish-list (languag e independence), this
does not address basic common language phenomena like synonymy.

Our algorithm computes the context similarities in topic space. Topic space
is a space where each dimension represents a concept presentin original data.
In a general sense, LSITiling is thus a Vector Space method. Construction of
the concept space (also calledembeddedor latent space) is done by applying
an IR technique called Latent Semantic Indexing (LSI). LSI was chosen for its
established role in IR, but other decomposition schemes, such as the recently
proposed Non-negative Matrix Factorization [6], are also applicable. LSI is ba-
sically a straightforward statistical method which projects data onto a lower
dimensional space, where this projection is optimal in the least squares sense.
Translated into our text domain, it uses word co-occurrenceboth of �rst and
higher degrees to derive co-occurrence patterns, calledconcepts, which de�ne
dimensions in the new concept space.

In our algorithm, LSI is applied to the domain of text segmentation as follows:
let input be a single text document we wish to segment. Next weconstruct a
1 See Hearst [4] for exhaustive algorithm details.
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corpus of pseudo-documents. This is a critical step | although previous work
by Choi [2] or Foltz [3] also sought to apply LSI to text segmentation, they split
the input document into individual sentences and/or paragraphs and used those
as corpus of pseudo-documents. Additionally, Foltz added other domain-speci�c
documents such as encyclopaedia entries and book excerpts to the corpus of
pseudo-documents to increase quality of the latent model. Here our approach
di�ers in that we consider overlapping pieces (or chunks) of the input document.
In practice, we choose as pseudo-documents exactly those chunks as considered
by the TextTiling algorithm as contexts. All terms are ident i�ed (no stemming
is performed) and Term Frequency * Inverse Document Frequency, or T F �
IDF , matrix is constructed. On this matrix, Singular Value Decomposition is
computed2. A number of latent dimensions is chosen and each pseudo-document
is projected into the new, reduced latent space.

Dimensionality of the latent space determines how much datavariance is
retained. Using only the single, most dominant concept would result in each
pseudo-document being represented by a single number. Keeping more dimen-
sions keeps more information about the pseudo-document's content, allowing
more re�ned representation in terms of adherence to multiple concepts. As the
other extreme, keeping all dimensions means all information present in the data
is kept. It is however desirable to keep the number of latent dimensions low. This
is to reduce data noise | dimensions with low signi�cance cor respond to noise
and thus a�ect performance negatively. Also, for the sake ofsegmentation, we
are only interested in the salient document concepts. Here our approach also dif-
fers in that we explore e�ects of very low dimensionality, asopposed to Choi [2]
where the golden IR standard of hundreds of dimensions was used. An interest-
ing algorithmical feature of LSI is that concept spaces are nested. This means
that once we have obtained a document representation in for example 100 most
signi�cant dimensions, we may work with the document in 10 dimensional space
by simply omitting all but its �rst 10 dimensions. This allow s us to produce
and store a single latent model, and tune concept granularity by only adjusting
vector lengths.

Once the new context representations are obtained, contextsimilarity is com-
puted by standard cosine similarity measure:

cos(veci ; veci +1 ) =
vecT

i � veci +1

jveci jj veci +1 j
(1)

By computing cosine similarity between consecutive pseudo-document vec-
tors we obtain a one-dimensional digital time series, whichis smoothed and
analyzed for local minima in the same way as described in Hearst [4]. A notable
distinction between LSITiling signal and TextTiling signa l is signal variance.
With LSITiling, most of the signal for overlapping pseudo-documents runs at
near exact-match (cosine similarity score of 1.0), with occasional drops near
suspected segment boundaries. This allows us to reliably set the segmentation
threshold at a high number (such as 1.0), as opposed to TextTiling where the

2 The PROPACK [8] package for computing SVD on large, sparse matrices was used.
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Fig. 1. Comparison of smoothed LSITiling and TextTiling signals on a sample input
text of 16,634 tokens. TextTiling threshold is set to signal mean minus half its stan-
dard deviation (as proposed by Hearst). The black vertical l ines denote true segment
boundaries. Compare to blue dots along threshold lines, which denote segment bound-
aries proposed by respective algorithms. In this example, LSITiling missed one segment
boundary. TextTiling missed no boundary but produced seven additional, erroneous
boundaries.

threshold is set according to a particular combination of signal mean and vari-
ance. See Figure 1 for side-by-side comparison of LSITilingand TextTiling sig-
nals over the same sample document.

4 Experiments

In our previous work, we compared LSITiling performance with six other seg-
mentation algorithms. In this paper, we seek to explore relationship between LSI
dimensionality and algorithm performance. In the next two sections, we brie
y
describe evaluation metrics and data sets used to conduct experiments.

4.1 Evaluation

Given input document, its true segmentation and a segmentation proposed by
some segmentation algorithm, we seek to numerically capture quality (or \close-
ness") of the two segmentations. This is a common concept in IR evaluation,
however traditional IR evaluation measures of precision and recall are not suit-
able. This is because they penalize \near-misses" too much,whereas we'd like to
penalize errors more softly, depending on distance betweentrue and proposed
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segment boundary. We chose the WindowDi� metric proposed in[7]. The idea
is to run a window of �xed length through input text, taking no te of how many
times the number of proposed and real segment boundaries within the window
disagree. Length of this window is set to half the average true segment length.
Resulting error value is scaled to lie between 0.0 and 1.0 (0.0 being the best and
1.0 the worst score). For a discussion of WindowDi�'s advantages over the pre-
viously usedPk probability metric as well as its theoretical justi�cation , see [7].

4.2 Data set

Table 1. Overall corpus statistics

corpus document length segment length
stats (tokens) (tokens)

mean 51549 7003
stddev 32883 5711

Evaluating segmentation performance on real documents is problematic. This
stems from the di�culty of obtaining a referential (\true") segmentation. In-
deed, given two human judges, three proposed \true" segmentations are likely
to appear. One way to overcome this di�culty is to combine results of multi-
ple human judges. Another way is to create an arti�cial document by merging
several smaller texts that deal conclusively with di�erent topics. This way, al-
though the resulting document is arti�cial, we can evaluate segmentation quality
automatically and precisely.

We adopted the latter approach. For this purpose, a collection of 31 text
passageswas assembled3. These were picked to represent various topics and
styles. 24 of these passages were written in English (both bynative and non-
native speakers), two in German, one in Czech and one in Dutch. Also present
were text passages of unidenti�able language, such as an ASCII art picture
or text table drawings. These 31 passages thematically covered law, biology,
computer science, art, religion and politics. The texts took many di�erent forms,
including book excerpts, scienti�c papers, paper abstracts, text questionnaire,
executive summary, part of a stage play, an interview, product overview or end
user license. Two of the passages came from poor book OCR, resulting in much
garbled content. All passages were chosen with requirements that

{ they deal with mutually exclusive topics, so that evaluation of true segment
boundaries is possible,

{ and that they are real-world documents, the concatenation of which may
conceivably appear in a digital collection.

3 All data sets are available from author on request
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Apart from lack of pair-wise semantic overlap between passages, no other con-
straints were placed and no text postprocessing was done. Passages had widely
varying lengths and formatting, mimicking our requirements placed on segmen-
tation algorithm mentioned above. From these passages, a corpus of 525 docu-
ments was assembled. Each document was created by merging one to fourteen
passages, which were picked randomly without repetition. Each test document
is thus made up from one to fourteen true segments, and the segmentation al-
gorithm then tries to retrieve these segments given their concatenation as its
only input. Corpus statistics are summarized in Table 1. Average length is 7003
tokens per segment or 51549 tokens per document. Notable is the high passage
length deviation, implying text segments of very di�erent l engths.

One objection to constructing our test corpus in this way may be that it
produces arti�cial documents. While this is true, we note that the alternative,
tagging a real corpus by hand by human judges, is quite problematic both theo-
retically and practically. We further note that using arti� cial corpora is common
in segmentation evaluation research and our approach is in this respect compa-
rable to other works in the �eld.

4.3 Algorithm parameters

Fig. 2. Average kDim scores for documents with selected number of true segments.
Scores forkDim values above 20 did not improve and were clipped from the �gur e to
improve readability.
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Fig. 3. Best kDim scores per number of segments. See text for explanation.

The choice of value for the latent space dimensionality parameter is not
straightforward. Our next series of tests therefore soughtto establish a rela-
tionship between the data and this parameter. Ideally, we would like to make
setting of this parameter transparent to the user, so that LSITiling requires no
additional parameters to these of TextTiling. To establish relationship between
the number of document segments and the dimensionality (also referred to as
kDim ), we evaluated LSITiling for each document of the corpus, with kDim
values between 1 and 100. As an example, Fig. 2 shows average scores for all
documents that have 3, 5 or 10 true segments. For these documents we force
LSITiling to return respectively 3, 5 or 10 proposed segments as well, by split-
ting the input document at the 3, 5 or 10 gaps with most dissimilar left and
right contexts. From this graph we may observe that the optimal kDim value
appears to equal the true number of segments. Going through the same proce-
dure for all other segments number (recall that the corpus has between one and
fourteen true segments per document) and plotting the results we obtain Fig. 3.
The plots denote all kDim values for which the score was within one standard
deviation from the optimal value, with plot intensity decre asing as distance to
optimal increases (solid black dots denote best scores). From this graph we may
observe three prevailing trends. The horizontal line at true segments equal to 1
is trivial | it simply shows that for one true segment, with LS ITiling forced to
return one true segment, the segmentation is (trivially) perfect. Second trend
is diagonal | it shows that the relationship between number o f segments and
kDim may in fact be as simple as linear. Third trend is the vertical line at small
kDim . This is not trivial and shows that basing segmentation on very small �xed
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number of latent dimensions may be justi�ed. This is in contrast with [2], where
the authors use hundreds of latent dimensions in their proposed LSI algorithm.

Fig. 4. Comparison of kDim selection strategies

Figure 4 summarizes these results with respect to number of document seg-
ments. It plots the original LSITiling result ( kDim equal to 5) against results
obtained by �xing the number of hypothesized segments to thetrue number of
segments.LSITiling best denotes the results obtained by \magically" picking the
best kDim for each number of segments. It is included for illustrativepurpose
only, because obviously in practice we do not have a referential segmentation to
determine what the best kDim is. LSITiling opt plots the results obtained by
setting kDim to the number of true segments (the diagonal trend). Although
not straightforward, it is feasible to determine the number of segments for new,
unseen texts. Clusterization techniques (such as the one used in C99) can be em-
ployed here, and in particular Spectral Graph Analysis, close in spirit to SVD,
seems promising. Also included in the graph for reference are TextTiling scores,
where the algorithm is forced to return segmentation with a �xed number of
segments in the same way LSITiling was. We can see that for lownumber of
true segments, all forced algorithms perform better than the default LSITiling.
This means that default LSITiling overestimates the number of true segments
here. However, for higher number of segments, the default LSITiling performs
comparably to LSITiling opt and forcing it to return a �xed number of segments
o�ers on average no improvement.
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5 Conclusion and future work

In this paper we have presented an algorithm for linear text segmentation based
on Latent Semantic Indexing. The algorithm was devised to satisfy Information
Retrieval needs for robustness, independence of language,independence of do-
main and of adjustable segmentation granularity. Its target application is one
where heterogeneous texts of widely varying lengths can be expected. Here it
exhibits encouraging performance and outperforms other commonly used algo-
rithms. Its robustness draws from design which does not relyon linguistic tools
such as sentence or paragraph boundary disambiguation, language dependent
stemmers, stop-lists and thesauri. For the same reason, itscrude and statistic-
based behaviour is mainly suited for re�nement of Information Retrieval sys-
tems, where a missed or super
uous boundary is not critical for overall system
usability.

We have also explored how LSITiling's internal parameter ofspace dimen-
sionality may be tuned automatically. This is in contrast wi th previous works in
the �eld which rely on setting the dimensionality to magical multiples of 100,
based on results from LSI research in other IR areas. Future work will seek to de-
termine exact in
uence of (the amount of) context overlap used in LSI training,
which will help fully understand the algorithm's behaviour .
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